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I. MOTIVATION

The era of autonomous Unmanned Aerial Vehicles (UAVs)
will transform our lives in more ways than one– UAVs will
deliver our Amazon packages, inspect our bridges, search for
and rescue distressed swimmers, and the list goes on and on.
Tasks like these will require UAVs to navigate in a priori
unknown environments, where decision making processes can
be very challenging. Moreover, with UAVs already flying
nearby commercial aircrafts and humans, it is also important
to perform a diligent safety analysis before deploying them in
the real-world.

Safe autonomous navigation is a challenging pursuit for
real-world autonomous systems due to unavoidable uncertain-
ties that exist in the real-world. First, there is uncertainty
around how the system itself might evolve over time. Gen-
erally, a model of the system is used for control and safety
analysis; however, unavoidable model-mismatches make it
harder to ensure that decisions made using the model behave
as expected on the system. Second, real-world systems often
operate in a priori unknown environments. For example, a
UAV might not know where obstacles are beforehand or how
other agents move in the environment. The existence of these
uncertainties make both the decision making as well as the
safety analysis of these decisions significantly challenging.

Therefore, a challenging research question is how can we (a)
design efficient decision-making schemes for UAVs operating
in real-world environments, and (b) analyze the safety of the
resulting, potentially learning-enabled, decisions despite the
unknown environment and model-mismatches?

II. TECHNICAL APPROACH AND CONTRIBUTIONS

In our work, we use machine learning to account for
model-mismatches by learning unmodeled or hard-to-model
dynamics directly based on the data collected on the system.
We also design learning-based perception-action loops that can
make efficient decisions in unknown, real-world environments
by leveraging the robot’s prior experience in similar environ-
ments, but at the same time, allow for tractable safety analyses.
We are partnering with Boeing to implement these perception-
action loops on a commercial aircraft for lane tracking on a
runway for which this safety analysis is particularly crucial.

We start with a brief overview of our work on using learning
to account for model-mismatches, and safe navigation in a
priori unknown environments with learning in the loop. We

Fig. 1: We consider the problem of navigation from an initial
state to a goal state in an a priori unknown environment.
Our approach consists of a learning-based perception module
and a dynamics model-based planning module. The perception
module predicts a waypoint based on the current first-person
RGB image observation. This waypoint is used by the model-
based planning module to design a controller that smoothly
regulates the system to this waypoint. This process is repeated
for the next image until the robot reaches the goal. Here we
demonstrate our approach on a TurtleBot navigating through
a cluttered indoor environment.

then present an in-depth look into our work on designing
perception-action loops for navigation using learning.
• Using learning to capture unmodeled dynamics or model

mismatch: the real-world UAVs undergo advanced aerody-
namics effects that can affect their flight, such as blade
flapping and ground effect [1]. These effects, however, are
hard to model and hence difficult to take into account while
designing a controller. We use a learning-based approach
to model these effects directly using the data from a real
system. In particular, we learn a Neural Network (NN)-
based dynamics model to capture the unmodeled dynamics
for a Crazyflie [2]. This dynamics model is used to track
aggressive trajectories that require simultaneous rotational
and translational motions. The inclusion of the learned
dynamics model in the control loop significantly reduces
the tracking error (Fig. 2).

• Using learning for closed-loop system identification: when
the goal is to design an efficient controller to minimize a
given cost function, a closed-loop identification might lead
to a more robust control performance on the actual system
compared to an open-loop identification [3, 4].



Fig. 2: We use model-based learning to model complex
aerodynamic effects acting on a Crazyflie using open-loop
and closed-loop identification techniques. The resultant model
significantly improves the tracking performance in both cases.

We propose aDOBO, a Bayesian optimization-based active
learning framework for optimizing the dynamics model for
a given cost function, directly based on the observed cost
values on the actual system [5]. Hence, unlike traditional
system identification approaches, aDOBO does not neces-
sarily correspond to finding the most accurate dynamics
model, but rather the model yielding the best controller
performance when provided to the optimal control method
used. We also demonstrate how aDOBO can result in an
improved control performance on an actual Crazyflie 2.0
compared to a state-of-the-art controller obtained using the
12D nonlinear dynamics model of the quadrotor.

Both the open-loop and closed-loop identification methods
above focus on learning a good dynamics model, assuming
that the system is operating in a known environment. We
now present an approach to account for the unknown
environment using learning in the perception-action loop.

• Using learning for decision making in unknown environ-
ments: other than unmodeled dynamics, one of the biggest
challenges for real-world autonomous systems is that they
operate in unknown environments, where they must leverage
on-board perception to make decisions. To overcome this
challenge, we propose a novel framework to couple model-
based control with learning-based perception [6]. Our frame-
work uses learning to tackle unknown environments and
leverages optimal control using a known system dynamics
to produce smooth locomotion (see Figure 1).

More specifically, the learning-based perception module
uses a Convolutional Neural Network (CNN) to produce a
series of waypoints based on a monocular RGB observation
that guide the robot to the goal via a collision-free path.
These waypoints are used by a model-based planner to
generate a smooth and dynamically feasible trajectory that is
executed on the physical system using feedback control. Our
experiments in simulated real-world cluttered environments
and on an actual ground vehicle (TurtleBot) demonstrate that
the proposed approach can reach goal locations more reli-
ably and efficiently in novel environments as compared to a
purely end-to-end learning-based alternative. Our approach
is successfully able to exhibit goal-driven behavior without
relying on explicit 3D maps of the environment, works well
with low frame rates, and generalizes well from simulation
to the real world.

Fig. 3: We now consider the problem of safe navigation
from an initial state to a goal state in an a priori unknown
environment in Figure 1. Our approach treats the unsensed
environment as an obstacle, and uses a HJ reachability-based
framework to compute a safe controller for the vehicle, which
is updated in real-time as the vehicle explores the environment.
We show an application of our approach on a TurtleBot using
the vision-based planner in Figure 1. When the robot is at risk
of colliding, the safe controller (u∗) keeps the system safe.
• Ensuring safety in unknown environments: incorporating

learning in the perception-action loop allows us to leverage
the robot’s prior experience to make efficient decisions in
novel similar environments. However, these actions can still
lead to unsafe behaviors when the training data priors do not
hold in the novel environment. Therefore, it is important to
perform a safety analysis of this perception-action loop.

We recently proposed a Hamilton-Jacobi (HJ) reachabil-
ity [7]-based safety framework for ensuring safe navigation
for autonomous vehicles operating in a priori unknown
static environments under the assumption that the sensors
work perfectly within their ranges (see Figure 3). In partic-
ular, we treat the unknown environment at any given time as
an obstacle and use HJ reachability to compute the backward
reachable set (BRS), i.e. the set of states from which the
vehicle can enter the unknown and potentially unsafe part
of the environment, despite the best control effort. The
complement of the BRS therefore represents the safe set
for the vehicle. With this computation, we also obtain the
corresponding least restrictive safety controller, which does
not interfere with the planner unless the safety of the vehicle
is at risk. Because of the planner and sensor agnostic nature
of our framework, we use it with the learning-based planner
discussed above to ensure the safe navigation of a TurtleBot
in an unknown cluttered indoor environment.
Due to the space constraints, in this document we will

primarily focus on our work on designing perception-action
loops for decision making in unknown environments. We share
some initial results, how our model-based approach compares
with an end-to-end learning approach, and discuss the key
challenges we experienced while integrating perception and
learning in a control loop.

III. DECISION MAKING IN UNKNOWN ENVIRONMENTS

There are several types of uncertainties present in unknown
environments that must be taken into account for efficient nav-



igation, such as obstacles and other moving agents. As a first
step towards this problem, we focus on single-agent, static, but
a priori unknown environments. Classical robotics factorizes
this problem into sub-problems of mapping and localization
[8–10], path planning [11–13] and trajectory tracking [14–
16]. Typically, the intermediate representations between these
modules are purely geometric that either have a limited notion
of navigational affordances (e.g., to go out of a room, I
should look for a door, etc.), or use hand tuned heuristics
that incorporate semantics in planning [17–21]. This makes it
challenging to perform a guided and efficient exploration in
novel environments.

In contrast, end-to-end learning approaches have also been
used for autonomous navigation, where on-board sensor read-
ings are directly mapped to motor torques [22–26]. Such
approaches can incorporate semantics and common-sense rea-
soning for navigation, which allow for a guided decision
making in unseen environments. However, they often require
millions of samples to learn desired behavior [27] and are
extremely specialized to the system they were trained on.

A. A factorized approach to the perception-action loop

We take a factorized approach to robot navigation that
uses learning to tackle unknown environments and leverages
optimal control using known system dynamics to produce
smooth locomotion. More specifically, we train a CNN-based
high-level policies, that incrementally use the RGB image
observations to produce a sequence of intermediate waypoints.
These waypoints are used as targets for a model-based optimal
controller to generate smooth, dynamically feasible control
sequences to be executed on the robot.

This approach benefits from the advantages of classical
control and learning-based approaches in a way that addresses
their individual limitations. Learning allows for generalization
to unknown environments by leveraging statistical regulari-
ties to make predictions about the environment given only
partial observations of the environment. Knowledge of the
underlying dynamics for control allows for generalization to
systems with different physical properties. At the same time,
use of feedback-based control leads to smooth, continuous,
and efficient trajectories that are naturally robust to noise
in actuation. Furthermore, this factorization also takes the
burden off the learning system. Learning now does not need
to spend interaction samples to learn about the dynamics of
the underlying system, and can exclusively focus on dealing
with generalization to unknown environments.

Our approach, which we refer to as WayPtNav (WayPoint-
based Navigation) here on, is summarized in Fig. 4. The CNN
takes as input a 224 × 224 pixel RGB image, It, captured
from the onboard camera, the target position, p∗t , specified
in the vehicle’s current coordinate frame, and vehicle’s cur-
rent linear and angular speed, ut, and outputs a waypoint
ŵt := (x̂t, ŷt, θ̂t). Here x̂t, ŷt is the desired next position, θ̂t
is the desired heading, and ŵt is the desired next state. Given
ŵt and the current linear and angular speed ut, the planning
module uses the system dynamics model to design a smooth

Fig. 4: Proposed Framework: Our approach to navigation
consists of a learning-based perception module and a dynamics
model-based planning module. The perception module consists
of a CNN that outputs a desired next state or waypoint. The
model-based planning module uses this waypoint to design a
controller to smoothly regulate the system to the waypoint.

trajectory from the current vehicle state to the waypoint,
{z∗, u∗}t:t+H , where H is the planning horizon. To track the
generated trajectory {z∗, u∗}, we design a LQR [28] based
linear feedback controller. The control commands generated by
the controller are executed on the system over a time horizon
of H seconds, and a new image is obtained. This image is used
by the perception module to predict a new waypoint, that is
subsequently used by the planner to generate a new plan. This
process is repeated until the robot reaches the goal position.

B. Training details

We train the perception module with supervised learning,
using automatically generated globally optimal trajectories as
a source of supervision. To generate these trajectories, we
assume that the location of all obstacles is known during
training time. However, during test time, no such assumption
is made and the robot relies only on the image data. We use
the Stanford large-scale 3D Indoor Spaces dataset to generate
our training and test data [29], which consists of 3D scans (in
the form of textured meshes) collected in 6 large-scale indoor
areas. Scans from 3 areas were used for training and the robot
was tested on the remaining areas. For more details on the
training procedure, we refer the interested readers to [6].

C. Comparison with End-to-End (E2E) learning

We compare the proposed approach (WayPtNav) with the
E2E learning approach. For E2E learning, we train the CNN
in Fig. 4 to directly predict the control commands over the
time horizon H . The results across 100 randomly selected,
previously unseen navigational tasks are shown in Fig. 5.
Compared to an end-to-end learning approach, the proposed
approach is better (26% more successful at reaching the
goals), more efficient (takes 35% less time in reaching the
goal), and results in smoother trajectories (56% less jerk).

We looked further into the failure cases of the E2E learning
approach, and noticed that it particularly struggles when the
robot needs to make aggressive maneuvers such as making



Fig. 5: We compare the proposed model-based planning ap-
proach (WayPtNav) to the end-to-end (E2E) learning approach
across various metrics for the test navigation tasks. (a) Success
rate of each approach in reaching the target (higher is better).
(b) Average time and standard deviation to reach the target
(lower is better). WayPtNav is 26% more successful and takes
2/3rd as much time as the E2E learning approach to reach
the target. (c, d) Average acceleration and jerk along the
robot trajectory (lower is better). Trajectories produced by the
WayPtNav are considerably less jerky than ones produced by
E2E learning approach.

tight turns around obstacles or going through narrow hallways.
In addition, WayPtNav also guides the robot to the target
more quickly than the E2E learning approach. Also, even
though smooth control profiles generated by the expert policy
were used as supervision for E2E learning, the learned control
profile is discontinuous and jerky. On the other hand, since
the CNN only acts as a high-level planner in WayPtNav, the
control profile is still generated by a model-based planner
and is smooth. This is also evident from the significantly
lower average acceleration and jerk for WayPtNav compared
to E2E learning. This has a significant implication for actual
robots since the consumed power is directly proportional to
the average acceleration. To facilitate the smoothness of the
control profile, we also try adding a smoothing penalty in the
loss function for E2E learning; however, we see a significant
decline in the success rate as a result.

D. Hardware experiments

We next test WayPtNav on a TurtleBot 2 hardware testbed1

(Fig. 1). We use the network trained in simulation and deploy
it directly on the TurtleBot without any finetuning or additional
training. The experiments demonstrate that WayPtNav can
handle dynamics mismatches between a real robot and the
simplified model used in simulation, and generalizes well
from simulation to real world, partially due to the presence of
the model-based feedback controller in the perception-action

1Experiment videos can be found at https://vtolani95.github.io/WayPtNav/

loop. We also compare WayPtNav with E2E learning across
different metrics on hardware; the results are consistent with
our simulation-based results in Fig. 5 (see [6]).

E. Key learnings and challenges

We now share some key practical insights that were instru-
mental in implementing the proposed perception-action loop.

• Data representation is important: We notice that training
on egocentric images and goal positions leads to a much
better performance compared to the ones in global frame.

• Optimal control can be too optimal: We notice that
using the waypoints (or control) that result in the system
trajectory being too close to an obstacle as supervision
for training the CNN leads to a worse performance. Such
trajectories are not uncommon if optimal control schemes
are used to generate supervision, but such a behavior is
hard for the CNN to replicate. Thus, we pad our obstacles
by a small margin while generating supervision.

• Image distortion is instrumental to generalization: We
notice that applying random image distortions such as
adding blur, changing brightness, during the training
significantly improves the generalization. Furthermore,
applying random perspective distortions during training
significantly improves the performance on the real robot,
which might have different camera parameters than what
the network is trained on.

• Finetuning is better than training from scratch: We notice
that fine tuning a pre-trained ResNet is much better than
training the CNN from scratch. This is also in line with
the observations made by the vision community [30].

IV. CONCLUSION AND NEXT STEPS

We propose a factorized model-based approach to robot nav-
igation in a priori unknown environments that uses learning in
the perception-action loop. We compare the proposed approach
with an end-to-end learning approach across several metrics,
and the quality of control obtained by the two approaches.
The proposed approach is better and more efficient at reaching
goals, and results in smoother trajectories. Use of a model-
based feedback controller, allows the proposed approach to
successfully generalize from simulation to physical robots.

Even though we compare the proposed model-based and
the E2E learning approach within the context of a ground
vehicle, we expect the model-based approaches to be only
more advantageous for UAVs given their significantly complex
dynamics compared to ground vehicles, which demand even
more sophisticated control strategies. In such cases, additional
burden of learning these control strategies on the learning sys-
tem can significantly degrade its performance. Regardless, we
will next like to formally compare the two approaches on the
Crazyflie testbed. We are also excited to deploy the proposed
approach on a Boeing commercial aircraft. Exploring the role
of factorized decision making approaches for navigation in
dynamic, multi-agent environments is another very interesting
research direction.

https://vtolani95.github.io/WayPtNav/
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